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Abstract

We study the interconnectedness of stress-tested banks by exploiting how they are

mentioned together in the context of financial news. We start by constructing weekly

co-occurrence network matrices following Rönnqvist and Sarlin (2015) text-to-network

approach. Using the COVID-19 pandemic as an external shock to the banking system,

we examine how bank networks behave during high stress periods. We find that banks

become more interconnected during the peaks of COVID-19 induced stress. We put

forth a new measure of systemic risk that utilizes text-based eigenvector centrality.

This measure provides a more stable ranking system than the traditional SRISK mea-

sure during both high and low stress periods.

Keywords: Bank Networks, Text Analysis, Systemic Risk, COVID-19, Financial Sta-

bility

JEL Classification: G1, D85, L14, G20, G32, G38

∗We thank Filippo Curti, Jung-Eun Kim, Ping McLemore, and David Aldama Navarrete for their valu-
able comments and suggestions. We thank Federal Reserve Bank of Richmond QSR Brown Bag partic-
ipants for valuable feedback. We thank Enya Truong and Caroline Norris for excellent research assis-
tance. The views expressed in this paper are those of the authors and do not necessarily reflect the
views of the Federal Reserve Bank of Richmond or the Federal Reserve System. Available on SSRN at
https://ssrn.com/abstract=3815250.

†All authors are affiliated with the Quantitative Supervision and Research (QSR) division of the Federal
Reserve Bank of Richmond, 530 E Trade St, Charlotte, NC 28202. Emails: Sophia.Kazinnik@rich.frb.org,
Cooper.Killen@rich.frb.org, Daniela.Scida@rich.frb.org, John.Wu@rich.frb.org. Corresponding author:
Daniela Scidá.
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1 Introduction

The Global Financial Crisis (GFC) has shown that financial interconnectedness is funda-

mentally tied to systemic risk. In the current technology-driven world, the number of events

that can lead to banks being financially interlinked continues to grow, and financial inter-

connectedness between banks is as strong as ever. More than a decade after the GFC, the

onset of the COVID-19 pandemic has caused a substantial strain on the global financial

system. In this paper, we utilize a new measure of financial interconnectedness to study the

relationship between banks under extreme stress in real time.

Denser financial networks can lead to shared vulnerabilities, exposing banks to simultane-

ous spread of illiquidity, insolvency, and losses during periods of financial distress. Arguably,

deriving an accurate measure of financial interconnectedness is important, yet methodologi-

cally challenging. Existing methods capture financial interconnectedness either via interbank

lending data (e.g., Gofman (2011), Schoar, Afonso, and Kovner (2014)), which is not always

available; or via co-movements in market data (e.g., Billio, Getmansky, Lo, and Pelizzon

(2012), Diebold and Yilmaz (2014), Härdle, Wang, and Yu (2016)), which is available in

real-time but is less transparent, making it difficult to understand what underlies each ob-

served connection.

Depending on data and methodology, the existing interconnectedness metrics reflect dif-

ferent economic phenomena (Brunetti, Harris, Mankad, and Michailids (2019), Giudici et al.

(2020)). Coupled with data availability and transparency issues, this fact creates a method-

ological challenge for constructing a consistent real-time interconnectedness indicator. To

overcome these shortcomings, this paper exploits an alternative way of measuring financial

interconnectedness in real time by studying banks’ relationships in the context of financial

news. We utilize financial news articles from major news outlets as an alternative source of

data on bank interconnectedness.

Specifically, we build upon Rönnqvist and Sarlin (2015) text-to-network methodology
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to construct network matrices based on co-mentioning of banks in news. These authors

originally proposed the use of co-occurrence matrices to study the interconnectedness among

European Large and Complex Banking Groups surrounding the global financial crisis of

2008. We focus instead on large U.S. financial institutions that fall under the Dodd-Frank

Act Stress Test (DFAST) umbrella, and events surrounding the stress period related to the

COVID-19 pandemic.1 We focus on DFAST banks precisely because these institutions are

the largest in the U.S. and, thus, are arguably the most systemically important.2

We contribute to the literature in several ways. First, to the best of our knowledge, we

are the first to study network dynamics among DFAST banks. Second, we study network

dynamics during times of stress and, in particular, shed some light on the impact of COVID-

19 events on the network topology of large U.S. banks. Third, using COVID-19 as an

exogenous shock, we construct a new index (henceforth, Stress Index ) that tracks stress in

the financial sector based on the interconnectedness measures we derive. Finally, we build

upon the eigenvector centrality approach from the network literature to put forward a new

systemic risk measure. Using this new measure, we rank banks according to their systemic

importance during both normal and stress times.

As a first step in our analysis, we build a set of co-occurrence network matrices among

DFAST bank holding companies (BHCs), following the text-to-network approach. Specif-

ically, we derive weekly co-occurrences of bank mentions from news article data. Using

network analysis, we map out these weekly co-occurrences, spanning the period of July 2019

to September 2020. We start the sample in July 2019 to include pre-pandemic period, and

study how the network topology evolves as the COVID-19 events develop. This first step

allows us to conduct descriptive analysis of cross-sectional changes in bank networks over

time.

We then examine the implications of the COVID-19 pandemic in the context of systemic

1DFAST banks include LISCC firms, large and complex firms, and large and non-complex firms. Back-
ground and further details on the DFAST program can be found at www.federalreserve.gov.

2DFAST banks are institutions with at least $100 billion in total consolidated assets.
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risk. Looking at our sample, we observe that banks’ connections become denser during

peaks of stress. We build a weekly Stress Index by calculating the number of connections

in the network over the number of all possible connections between banks in the network at

each point in time. We control for events that would lead by construction to an increase in

co-mentions (e.g., press release of financial statements and publication of DFAST results).

Besides reproducing the text-to-network method for DFAST banks during the COVID-

19 stress period and deriving a weekly Stress Index, we also propose a new systemic risk

measure. We base this measure on an interconnectedness metric called eigenvector centrality,

a concept that considers the quality (i.e., the importance of connections within the network)

of connections on top of their quantity. We derive and test this measure for robustness using

the COVID-19 pandemic shock as an exogenous period of stress, and compare it to other

popular risk measures in the literature, such as SRISK.

Overall, we find that the networks become more densely connected during peaks of stress.

This finding supports the idea that connections are revealed as a result of stress, and is in

line with what the literature has found for other periods of stress like the GFC (e.g., Demirer,

Diebold, Liu, and Yilmaz (2018)). Similar to volatility connectedness, we see the reaction

to stress as relationships get revealed. We capture these reactions via our network topology,

our Stress Index, and our proposed systemic risk measure.

Our proposed alternative approach to study financial interconnectedness has several ad-

vantages. First, it allows for the analysis of both cross-sectional and time dimension elements

of systemic risk. Second, our method allows for frequent and granular updating of both the

network topology, the Stress Index, and the systemic risk measure. These advantages are

important from the policymaker perspective, as our framework enables real-time analysis of

a financial system’s architecture.

Our paper also contributes to the growing COVID-19 literature. The literature on how

pandemics impact financial markets is scarce (see, for example,Yarovaya, Brzeszczynski,

Goodell, Lucey, and Lau (2020)), and we extend this knowledge base by looking at what
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happens to bank networks during a pandemic.

The rest of the paper is organized as follows. Section 2 covers relevant literature, Section

3 discusses data, and Section 4 discusses methodology. Section 5 presents general results on

the network topology and Section 6 discusses the use of eigenvector centrality to pin down

systemic importance. Section 7 presents robustness checks, and Section 8 concludes. Main

tables and figures are gathered at the end of the paper. Additional tables and figures are

provided in the Appendix.

2 Relevant Literature

Our paper draws from the literature on text analysis, financial networks, and systemic risk.

In this section, we cover relevant work related to these areas.

2.1 Text Analysis in Finance

Text analysis is now a widely used tool for investigating information transmission in financial

markets. There is an established body of literature that uses text analysis to convert quali-

tative information contained in news stories and corporate announcements into quantifiable

financial metrics.3

A subset of this literature relies on financial news as a text source.4 Boudoukh, Feldman,

Kogan, and Richardson (2013) use text analysis to identify fundamental information in news

and show that firm-level public news is a meaningful component of stock return variance.

Baker, Bloom, and Davis (2016) develop a new index of economic policy uncertainty (EPU)

based on newspaper coverage frequency. The authors look at news articles in 10 leading

3Loughran and McDonald (2016) review textual analysis literature in accounting and finance. Gentzkow,
Kelly, and Taddy (2019) provide a comprehensive survey of historical advances and recent innovations in
text analysis in the social sciences with emphasis on finance

4Earlier work by Tetlock (2007), for example, quantitatively measures the interactions between the media
and the stock market using daily content from a popular Wall Street Journal column. The paper finds that
higher media pessimism predicts downward pressure on market prices and reversion to fundamentals.
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U.S. newspapers and show how specific keywords within newspaper text can yield useful

proxies for economic and policy conditions stretching back several decades. Shapiro, Sudhof,

and Wilson (2020) develop a new time-series measure of economic sentiment derived from

economic and financial newspaper articles from January 1980 to April 2015. They construct

sentiment scores for economics-related news articles from 16 major U.S. newspapers and

aggregate these scores into a daily time-series measure of news sentiment. Calomiris and

Mamaysky (2019) classify news articles in terms of their content, and use that classification

to predict risk and return in stock markets in developed and emerging economies.

Some recent literature has looked at the relationship between news article sentiment and

market reaction during the COVID-19 period. Costola, Nofer, Hinz, and Pelizzon (2020)

investigate COVID-19 related news and show that there is a significant and positive relation-

ship between sentiment score and market returns. Mamaysky (2020) studies how financial

markets interact with news related to COVID-19 pandemic and shows that markets were

hypersensitive to news during the early onset of the pandemic. Baker, Bloom, Davis, Kost,

Sammon, and Viratyosin (2020) examine news articles going back to 1900, and find that

no previous infectious disease episode led to stock market volatility even remotely resem-

bling the response to COVID-19.Overall, there is a considerable interest and ever-increasing

reliance on news articles as an alternative source of information.

Next, we discuss how text analysis is used in the network literature. There is also a

growing body of work that utilizes text data to measure financial connectivity. Using news

articles, Rönnqvist and Sarlin (2015) count the number of co-occurrences of large European

banks in the articles, creating a co-occurrence matrix which represents the connectivity of the

network. According to Rönnqvist and Sarlin (2017), this can be used with a deep learning

technique as a complement to supervisory systemic risk measures. Other papers, including

Hoberg and Phillips (2018) have used the text-to-network approach from 10-K filings, which

combined with financial indicators provide good results as a risk indicator. Souza and Aste

(2019) find that when stocks are co-mentioned together in the news, the higher probability of
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overvaluation since it heightens investors attention. Ahelegbey, Cerchiello, and Scaramozzino

(2021) look at top 50 S&P companies using both market and text data, and combine these

two types of data within a network analysis model. They use this model to inter-sector

relationships before and during the COVID-19 crisis.

2.2 Financial Interconnectedness

Previous finance literature has captured bank interconnectedness from interbank lending

data (e.g., Gofman (2011), Schoar et al. (2014)) or balance sheet measures (e.g., Greenwood,

Augustin, and Thesmar (2015)). Other papers, including Elliott, Golub, and Jackson (2014),

examined interconnectedness through shared holdings of shares, debt, and liabilities. There

are also papers that measure systemic risk and financial interconnectedness according to the

contagion channel and shared default risk through shared liabilities and assets (e.g., Jackson

and Pernoud (2020)). Using these data sources is appealing as it allows to pin down links

based on fundamentals and relate them back to business characteristics. However, this type

of data, and lending data in particular, is not always available.

In the financial econometrics literature, a large set of papers have used instead mar-

ket co-movement data to capture financial interconnectedness (e.g., Billio, Getmansky, Lo,

and Pelizzon (2012), Diebold and Yilmaz (2014) and related papers by these authors, and

Härdle, Wang, and Yu (2016)); while other papers have used VaR and other market mea-

sures to determine financial connectivity (e.g., Hautsch, Schaumburg, and Schienle (2015)

and Barigozzi and Brownlees (2019)). The use of market data (e.g., stock return volatility)

is appealing since it is available at a high frequency; yet, it is often challenging to relate the

observed connections to fundamentals.

In this paper, we overcome the usual data limitations present in the literature by using

co-occurrence matrices based on news data to pin down relevant connections. This data is

not only available in real-time, but also has the advantage over market data that we can use

the context of the news to better understand the nature of the observed connections.
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3 Data

We study the evolution of financial networks in the U.S. via a comparison of inter-bank

network topology snapshots among large U.S. based financial institutions. This topology

is based on a sample of financial news articles, as described in this section. We divide our

sample into three parts: the pre-pandemic period (July 2019 through February 2020), the

high stress period (March through April 2020), and the period of a ‘new normal’ (May

through September 2020).

We choose the pre-pandemic period through February 2020, since, although the NBER

identifies the beginning of the recession in the U.S. as February 2020, the pandemic was

declared by the World Health Organization (WHO) in March 2020. Moreover, in February,

travel, restaurants, and shops in the U.S. were functioning without restrictions as the first

lock-down took place in mid-March. Thus, including February 2020 in the pre-pandemic

period seems more reasonable. The peak of stress months (March and April, 2020) are

identified based on a few facts. First, during these months the uncertainty and economic

stress was the highest as the pandemic was declared mid-March by WHO, leading to the

first lock-down of the U.S. Economy also in March. Moreover, the unemployment rate

escalated to unprecedented levels during these two months, achieving a peak of 14.8% in

April. Furthermore, based on the Chicago Fed National Financial Conditions Index (NFCI),

these two months exhibit tighter than average financial conditions.5

Our primary source of data, financial news articles, serve as an important source of

information. The articles largely reflect current events and provide a timely and relevant

review of financial risks and stress factors in the context of public discourse. Financial news

articles capture the perspective of current financial events that is not necessarily represented

in numerical data. For this reason, we rely on financial news articles in our analysis.

We retrieve news articles from the Dow Jones Factiva Analytics database, while focusing

5Positive values of the NFCI indicate financial conditions that are tighter than average, while negative
values indicate financial conditions that are looser than average.
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on the top financial news sources. We gather all articles from these sources (described in

Table 2) starting from July 1st, 2019 to September 30, 2020. Overall, this gives us about

70,000 news articles. In this study, we limit our sample to only those articles that contain

mentions of our entities of interest: DFAST banks.

For the purpose of the analysis, we classify DFAST banks into five types: Big 6, which

corresponds to the largest four U.S. banks in terms of asset size (BAC, WFC, Citi, JPMC)

plus the two largest trading firms (GS and MS); Trusts, which are custodian banks with

main activity in the trust business (BNY, NTRS, and STT); Credit Card, which correspond

to banks with credit card as their primary line of business (Amex, COF and DFS); Regionals,

which are depository institutions larger than community banks but generally operate below

the state level, and IHC, which are U.S. intermediate holding companies for foreign banks

with over $50B in U.S. non-branch/agency assets.6 We rely on this classification to better

understand the observed network patterns, and account for heterogeneity in terms asset

size and business profile. A list of these entities along with their ticker symbols and group

classification is provided in Table 1.

[Insert Table 1 about here]

Factiva Analytics (Factiva hereafter) has the capability to assign entity codes to each

news article. Specifically, if a news article discusses a bank in sufficient detail, Factiva

matches this article to the bank’s entity code, enabling us to identify relevant articles based

on bank’s identity rather than a less precise text match.

One complication is that DFAST banks are often mentioned in the news in several varia-

tions, including known short names and acronyms. For example, American Express Company

can be called American Express, Amex, AMEX, or by its ticker symbol, AXP. Capital and

6While Truist is arguably among the largest banks, the merger of BB&T and SunTrust is quite recent
and, thus, some of it’s businesses still correlates better with pre-merger peer banks. Also, it is worth noting
that Citi and JPMC have a large stake in the credit card business. However, the Big 6 category contains
the more suitable peers overall for these banks.
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lower case variations lead to additional possible naming. However, Factiva’s system is robust

enough to recognize these variations as one entity.

Since we are dealing with BHCs, we have to consider their subsidiaries. Dow Jones

integrates Dun & Bradstreet corporate family tree such that news about subsidiaries of

BHCs would also be captured as news of the parent company. In the case of mergers, the

news articles are backdated to be captured at the current resulting merged entity (e.g., Truist

would capture historical BB&T and SunTrust news).

We present the source groups used in Table 2. The first five source groups are defined by

Factiva as major news source family. This family of sources contains all major news outlets

both in the U.S. and worldwide. The last two source groups on the list are defined as sources

that have in-depth coverage of banking and financial services news and are highly relevant

for a study on DFAST BHCs.

[Insert Table 2 about here]

Table 3 below shows the breakdown of top 20 sources in our data, as well as the number

of articles for each of these sources.

[Insert Table 3 about here]

Table 4 provides a summary of the sample for the whole period by showing the number

of occurrences by bank across time in the news article sample.

[Insert Table 4 about here]

4 Methodology

4.1 Text-to-Network

This section describes the ‘text-to-network’ approach we use following Rönnqvist and Sarlin

(2015). Ultimately, this approach is rooted in the co-occurrences of entity names in a specific
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body of text. Co-occurrence networks are generated by connecting pairs of terms using a

set of criteria defining co-occurrence. For example, terms A and B are said to “co-occur”

if they both appear in the same document. In this paper, we consider each news article a

document, but it can generally be defined by different criteria, such as length or type.

Mathematically, the co-occurrence matrix is defined the following way:

C = MT ×M (1)

where M is the term-document matrix in which the rows correspond to documents and the

columns correspond to list of terms. The elements of a term-document matrix corresponds

to the number of times a term appears within an article. Here, we make two adjustments to

the term-document matrix. We ensure that the terms referring to the same bank, such as

“JPMorgan” and “JP Morgan” are combined into one. For this purpose, we leverage Factiva

Analytics metadata, which tags variations of bank names. We also cap the elements of the

matrix at 1. This is done to ensure that the co-occurrence matrix will not be over-weighted

by articles where both banks are mentioned at least once, and one of the banks is mentioned

numerous times. For example, if “Bank of America” is mentioned in an article once, while

“Wells Fargo” is mentioned 5 times, this would be counted as one co-occurrence instance.

As an illustration of the process, assume we have the following documents in our corpus:

Doc 1: Acme Corp banks with both WFC and BAC.

Doc 2: The headquarter of WFC is in SF, and BoA’s is in Charlotte.

Doc 3: In Q3, WFC was fined $1.5B for its dealings with JPMC. WFC plans to appeal.

Then, the raw term-document matrix can be represented as:
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WFC BAC BoA JPMC

Doc 1 1 1 0 0

Doc 2 1 0 1 0

Doc 3 2 0 0 1

However, BoA and BAC both represent the same entity, Bank of America. We de-

duplicate the matrix by adding these columns together. For Wells Fargo, the two occurrences

in Doc 3 are capped at 1 to avoid spurious co-occurrences. Using Equation 1, the co-

occurrence matrix is then:

WFC BAC JPMC

WFC 3 2 1

BAC 2 2 0

JPMC 1 0 1

The interpretation of this matrix from a network perspective is the following. Each node

represents a DFAST bank and each link represents whether two banks co-occur within a given

document. Links are weighted using the co-occurrence count to account for variation across

binary relations and provide a sense of the relative importance of the observed relationships.

We aggregate co-occurrences over time to form links for a period of interest (e.g., a week or

month), so a value of 5 in a cell would represent five co-occurrences between those banks

during the time period. It is important to note that there is no direction in the co-occurrence

relationship, which means that the network matrix is symmetric (i.e, undirected).

In the next section, we discuss how we build on the co-occurrence matrices to construct

our network topology.
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4.2 Network Methodology

Using our news article data, we derive weekly co-occurrence network matrices and use them in

several following ways in our analysis. First, we visually inspect how the banks in our sample

are connected to each other, to study the evolution of the network topology across several

time periods. We use non-zero co-occurrences to represent the links between every bank

pair and the corresponding co-occurrence value to measure the importance of the connection

(i.e., network weights). Second, we build an index to track stress in the financial sector

based on the number of connections. Third, we further extract the information contained

in the co-occurrence matrices by calculating measures of centrality. This allows us to study

the systemic ranking among DFAST banks. Additionally, we incorporate centrality into our

visualizations to allow for further analyses of centrality and connectivity, both on systemic

and individual bank levels.

Centrality measures are connectivity measures which are widely used to study the topol-

ogy of a network. These measures aim at answering the question of who is the most important

or “central” node in a given network. The answer to this question may vary depending on

how we define what it means to be “central.” For example, a node could be central because

it has many connections within the network (only direct connections matter), or it could

be central because it is connected to a few but well-connected nodes (direct plus indirect

connections matter).

In terms of co-occurrences, the simplest measure of centrality (i.e., degree) would only

count the number of co-occurrences a node has. Based on this measure, nodes with higher

overall co-occurrence would display higher centrality. More complex measures of centrality

would take into account other factors beyond the number of connections, such as the number

of co-occurrences of a node’s connections (i.e., quality of connections). In order to account

for these intricacies, we focus on eigenvector centrality as our leading centrality measure.

This measure generalizes degree centrality by taking into account the prestige of a node’s
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neighbors (i.e., if it is connected to well-connected nodes).

Formally, the eigenvector centrality of a node i is proportional to the sum of the centrality

of all the nodes that i is connected to:

Ci =
1

λ

∑
j:j 6=i

ai,jCj (2)

where Ci (Cj) is the eigenvector centrality of node i (j); j ∈ M(i), M(i) is the set of

neighbors of i, ai,j is the weight (i.e., co-occurrence) of node i and j with ai,j = 0 if i and j

are not connected; and λ is a constant.

We use eigenvector centrality because its properties allow us to accurately capture sys-

temic riskiness of a bank in the network. Specifically, eigenvector centrality weighs both

the importance of own (i.e., direct) and neighbors (i.e., indirect) connections to determine

centrally positioned nodes. For example, a node connected to five other banks might be less

“central” than a node connected to only two banks that are, in turn, connected to most

nodes in the network. Indeed, one can think that the node with only two connections might

be more systemically important when accounting for indirect connections.

We utilize eigenvector centrality both visually and in a comparative analysis with tra-

ditional systemic risk measures. We also measure the stability of eigenvector centrality.

Visually, eigenvector centrality is reflected in both circle and force-directed graphs, where

the size of the node is relative to eigenvector centrality, measuring the influence of the node

on the network. Additionally, by comparing the values and stability of eigenvector central-

ity to traditional systemic risk measures, we show that the eigenvector centrality is a more

stable measure of centrality to the network of DFAST banks than other measures which are

more reactive or point-in-time, in terms of both ranking of the banks and magnitude of the

measures. This analysis is presented in Section 5.

We complement the methodology by employing four types of network visualization graphs

that provide valuable insights on network dynamics: Heatmaps, circle graphs, force-directed
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graphs, and cluster analysis. Each of them incorporate varying levels of information and are,

therefore, useful to understand changes in the network topology.

5 Results

In this section, we discuss results related to our network topology. Subsection 5.1 covers

the timeline of events related to COVID-19. Subsection 5.2 describes the evolution of bank

co-occurrences within the outlined COVID-19 related events. Subsection 5.3 the impact of

these events on the network topology, and subsection 5.4 describes an index we construct to

track stress in the financial sector.

5.1 COVID-19 Crisis Timeline

In early 2020, the global economy faced an unprecedented shock caused by the rapid spread

of the COVID-19 virus. Lockdowns forced closures of non-essential businesses, prompting

skyrocketing unemployment rates and a halt in GDP growth. The pandemic has been highly

disruptive to both businesses and households worldwide, reducing economic activity and

posing unprecedented threats to financial stability. The lockdowns and the general negative

sentiment contributed to an increase in market illiquidity and volatility, resulting in the

subsequent deterioration of market stability (Baig, Butt, Haroon, and Rizvi (2021); Chen,

Liu, & Zhao, 2020). The lockdowns also sparked a roll-out of financial programs, including

Paycheck Protection Program (PPP) loans and the Main Street Lending Program, which

garnered the participation of a range of federal institutions to mitigate the negative impacts

of the lockdowns. Banks’ unique role in these programs makes their systemic implications

particularly relevant.

Every financial crisis has unique implications for systemic risk and connectivity in the

financial system. Demirer et al. (2018) finds that in other crises, connectivity of the financial

system increased. It is likely that the COVID-19 induced financial crisis uncovers even more
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connectivity and systemic implications due to the unique role banks played administering

loans through federal relief programs to combat negative economic impacts of the crisis. At

the same time, Ahelegbey et al. (2021) finds that the largest financial firms’ networks were

unaffected by the crisis in terms of a sentiment score. An analysis of connectivity during

the COVID-19 pandemic is likely to uncover which banks are most central to the network

during stress times and unveil cliques that are crucial to systemic risk in the bank network.

The timeline of the COVID-19 pandemic and financial fallout is as follows. Before the

impact of the crisis was felt in the U.S., Europe began enforcing strict lockdowns, trigerring

an emergency FOMC meeting on March 3, 2020. There, the FOMC voted to drastically drop

interest rates, which were again lowered in the scheduled FOMC meeting on March 15, 2020.

During mid-to-late March, the Coronavirus Aid, Relief, and Economic Security (CARES) Act

was passed and the PPP program was rolled out to help small businesses to keep employees

on their payroll. Given banks’ role in administering these loans, this contributed greatly to

the discussions around banks and their importance, revealing which banks were key players in

the implementation of these programs. The peak of the crisis continued through mid-March

to mid-April, with unemployment claims breaking record highs and additional Main Street

Lending programs rolled out to serve businesses who needed liquidity. Since the “peak” of

the crisis, banks have remained in heightened stress, though this has waned over time as

businesses have adjusted and lockdowns were partially or fully relaxed, with non-essential

businesses being reopened.

5.2 COVID-19 Crisis and Bank Co-Occurrences

As a result of the lockdowns and subsequent relief programs, the first quarter earnings

releases and GDP numbers were highly anticipated, corresponding to the middle of April

increase in co-mentions. More broadly, earnings release events typically take place across a

span of four weeks in a given “earning release month” (January, April, July, and October).

Earnings release months follow a clear pattern: the first week corresponds to the discussion
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in anticipation of earnings release with a particular focus on regional banks. The second

week is when earnings are released for most banks; there is heightening talk around the Big

6 banks especially, but also trust banks, regionals, and the network of banks as a whole. The

third week is highly concentrated in trust banks (STT, NTRS, and BNY); likely because

NTRS releases its’ earnings a week later (heightening the discussion of its’ peers). Finally,

the fourth week the IHCs release their earnings and the discussion is focused on these

banks. These patterns exhibit a cyclical pattern and are very apparent in the visualizations

of the network across each quarter in our sample. Figure 1 illustrates the average number

of bank co-occurrences over time by bank type throughout the entire sample, denoting the

aforementioned events.

[Insert Figure 1 about here]

In this figure, we observe large peaks corresponding to each earnings release event; which

suggests that banks are discussed more heavily together when the earnings are released.

These peaks follow a cyclical pattern each quarter, peaking in the second week of the quarter.

In particular, it is interesting to see how the COVID-19 events get reflected in the number

of co-occurrences. The mid-March peak is a smaller peak in terms of co-occurrences when

compared to other major events like earning release. In contrast, the peak of stress in April

is much larger but it also coincides with an earning release month. These observations are

taken into account in the next sections.

5.3 The Impact of COVID-19 on the Network Topology

In order to investigate the impact of COVID-19 on the network topology, we use a series of

visualization tools such as heatmaps, network graphs, and cluster analysis. We look at how

the network topology changes as the COVID-19 events develop, from pre-pandemic times

(dating back to July 2019) through the end of our sample in September 2020. The cyclical

earnings releases outlined in Section 5.2 are very apparent in the visualizations of the network
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across each quarter in our sample.7 We take advantage of this feature to uncover changes in

the network topology driven by the COVID-19 events, by comparing earning release periods

prior and during pandemic times.

Since weeks of earning releases tend to follow a stable pattern of connectivity, we are

able to attribute the observed differences between pre-crisis and crisis periods to stress from

the COVID-19 crisis. We use the January 2020 and April 2020 earning release weeks for the

comparison of pre-crisis vs crisis periods respectively. We chose April since it corresponds

to the peak of stress of the pandemic. There are three possible earning release months (July

2019, October 2019, and January 2020) for the pre-pandemic period. We discard July 2019

since the DFAST Stress Testing results were released around that time and may confound

results. We choose January 2020 over October 2019, to allow both pre and during pandemic

periods to take place during times of international developments of COVID-19 events.

While co-occurrences are higher surrounding earnings discussions across the entire month

of the earnings release months, the majority of banks (and the vast majority of U.S.-based

banks including all Big 6 banks) release their earnings in the second week of the month

(around the 15th). This makes this week the most important week to earnings releases and

the height of co-occurrences and discussion.For this reason, in our analysis we focus primarily

on this week as the height of connectivity and to create an apples-to-apples comparison

between the pre-crisis and crisis periods. This also allows us to focus on the impact to

interconnectedness from the peak of stress, which coincides with the second week of earnings

release in April. It is worth noting, however, that connectivity patterns remain true across

the entire earning release month when comparing the pre-crisis and crisis periods as shown

in the network graph (circle layout) timeline in the Appendix.

Specifically, comparing the January (pre-crisis) earnings release week to the April (crisis)

earnings release week unveils an increase in overall connectedness of the network during the

crisis time, as shown in Table 5. In the April earnings release period, the number of links

7Weekly network graphs for the full sample are available upon request.
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fulfilled (connections) is much higher. Given that the Big 6 banks are always connected to

each other, this increase in links is concentrated in the non-Big 6 banks. We also see that the

largest percentage and magnitude increase in co-occurrences is coming from the small banks,

which further shows an increase in connectivity among non–Big 6 banks. Additionally, the

connectivity is measured by the “clustering coefficient” which is higher during the crisis

(.767) than the pre-crisis (.698); the same analysis applies for the average path length, which

is shorter for the crisis (1.41) than the pre-crisis (1.43) week.8,9 Both metrics indicate that

connections are tighter during the crisis and reinforces that the small banks contributed to

a higher overall connectivity during that period.

[Insert Table 5 about here]

Next, we compare these two earning release periods by means of a heatmap represen-

tation of the network matrix, as shown in Figure 2. Heatmaps show the number of co-

occurrences in a given week and allow one to easily detect which groups or singular banks

have more co-occurrences. Colors follow a gradient, with darker colors corresponding to more

co-occurrences between banks. Banks are arranged by their type, and then asset size within

bank type groupings to show how co-occurrences are grouped within bank types over time

(hereafter type-size order). Heatmaps are not standardized across time, which is useful to

clearly illustrate co-occurrences between banks and differentiate between-bank clusters week

to week. Heatmaps are useful as they uncover which banks are discussed most often with

other banks in the network. In both periods, we see a clear cluster between the Big 6 banks

and some strong connections between this group and individual banks. The April earnings

release heatmap has more spread out links (pink areas), particularly in the connections be-

8The “clustering coefficient” is also known as transitivity or the probability that adjacent vertices of a
vertex (i.e., triangles) are connected. It is calculated as cwi = 1

si(ki−1)

∑
j,h

wij+wih

2 aijaihajh where si is the

strength of vertex i (i.e., sum of edge weights of adjacent edges to vertex i), aij are elements of the adjacency
matrix, ki is the vertex degree, wij are the weights (adapted from Barrat, Barthelemy, Pastor-Satorras, and
Vespignani (2004))

9The average path length is defined as the mean number of shortest paths (or going from one node to
another) between all nodes in the network.
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tween Regional and Big 6 banks (shaded a darker pink in the bottom center of the graph

and the middle of the left hand side). This indicates that while the maximum number of

banks does not change, the network is more connected during stress times, impacting more

banks more evenly in terms of network connections.

[Insert Figure 2 about here]

Graph layouts incorporate information about eigenvector centrality to the visualization.

Circle layouts, which have nodes in fixed type-size order, illustrate changing linkages and

cliques over time. Lines represent a link, or co-occurrence, which change in color and thick-

ness based on how many co-occurrences there are between two banks. In both circle and

force-directed layouts, we bucket the co-occurrences into low, medium-low, medium-high,

and high number of co-occurrences based on the network matrices. These links represent

how often two banks are mentioned in the same article during a time period, indicating how

“connected” they are. Therefore, grey lines correspond to “low” number of co-occurrences

between banks and the darkest and thickest lines to high numbers of co-occurrences between

banks. In the graph, the node size corresponds to eigenvector centrality of the node or bank,

showing which banks are most “central” or “important” to the network in that week.

We focus primarily on the week when the majority of earnings are released (second week

of the month), Figure 3, and provide the full timeline of each earnings month (week by

week) in Figure A.1 of the Appendix. This main week of earning release is characterized by

heightened connectivity and thus is most useful for the study of network patterns. As a whole,

these figures reinforce that banks, particularly Regionals, are more closely connected during

the pandemic. More specifically, we see an increase in connectivity for Regionals and Trusts

during the second week, and for IHC’s during the fourth week (all while remaining more

connected as a whole). While the large banks’ number of co-occurrences varies less during

crisis and pre-crisis times, the smaller banks’ (particularly the Regional banks) heightened

connectivity to both each other and to the large banks lead to a more connected network
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during stress times.

[Insert Figure 3 about here]

Force-directed layouts provide a clear illustration of which banks are at the center of

the network. These graphs use an algorithm which attracts (repels) more (less) connected

nodes until it reaches equilibrium. Central nodes, their adjacent nodes, and peripheral nodes

expose the structure of the network. In order to easily compare cliques of banks over time,

we fix the Big 6 banks to each other to reveal the structure of the full network. The force-

directed graphs, as shown in Figure 4, uncover a similar pattern to that of the circle layout.

In particular, this layout reveals a core-periphery network topology with the Big 6 banks as

the core and the IHC banks in the outside layer of the periphery. It is interesting to observe

that this general feature of the network does not seem to be impacted by the additional stress

in the economy, although the core appears even more central in the crisis period. Another

noticeable feature is that stronger connections (pink) expands towards the periphery during

the crisis, which is in line with our prior findings of tighter connections during this period.

[Insert Figure 4 about here]

Finally, we conduct a cluster analysis extending the number of earning release periods

to before, during, and after the peak of the crisis to better understand changes in patterns.

Cluster graphs, while not providing information about the magnitude of co-occurrences or

centrality, show the “cliques” of banks within a network. These graphs uncover linkages and

cliques of banks which provide useful information showing which banks, or groups of banks,

are grouped together in the network. The cluster algorithm maximizes the modularity scores

across community structures, taking into account the weights of firm co-occurrences across

banks in the network matrices. This uncovers optimal clusters of banks within the matrices

and display them graphically. In the graphs, black lines represent within-cluster links and

red lines are between-cluster links. The graphs are laid out in a force-directed layout and

nodes are colored corresponding to the cluster in which they belong.
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The results of the cluster analysis are shown in Figure 5. The cluster graphs representing

the “Pre-crisis” periods, October 2019 and January 2020, all have disparate clusters. On the

other hand, the “Crisis” period in April 2020 shows the Big 6 and Trust banks, while still

separated into clusters, are nested within one big cluster in the network. In July 2020, which

is still part of the “Crisis” period but post peak, shows that the heightened connectivity

and singular cluster remains. The cluster graphs show that while the clusters of banks are

similar, they are all more connected to each other during the crisis period.

[Insert Figure 5 about here]

In summary, a comparison of the heatmaps, circle graphs, force-directed graphs, and

cluster analysis uncovers a more connected network topology during the COVID-19 crisis

period, which remains heightened in the months following the peak of the crisis. During the

crisis, the network becomes much more highly connected across many banks, whereas during

the pre-crisis period, the links are concentrated in the Big 6 banks.

5.4 Measuring Network Connectivity: Stress Index

Our findings suggest that during periods of stress the network becomes more densely con-

nected, which is in line with prior findings in the literature (e.g., Rönnqvist and Sarlin

(2015)). Based on this observation, we construct an index to track stress in the financial

sector and call it Stress Index. The underlying idea is simple. Whenever we observe an

increase in co-occurrence connectivity, it should signal the presence of stress in the financial

system. There is one caveat – events such as the earnings release or the disclosure of DFAST

results would by construction lead to an increased discussion in the news about the DFAST

banks. To account for these events, we take the number of co-occurrences by week and

adjust the data by removing variation from earnings release months (January, April, July,

and October) and DFAST result releases.
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Specifically, we create a dummy equal to one if a week corresponds to an earning release

month, and 0 otherwise; and a dummy equal one if a week corresponds to the release of

DFAST results. We regress the weekly co-occurrence time series on these dummies, and

take the residual. After “seasonally” adjusting, we are able to capture the changes that are

related to abnormal activity stemming from economic stress, rather than earnings or DFAST

releases. To further reduce noise, we smooth the adjusted series over a 4 week period and

take the resulting series as our Stress Index.

The index is displayed in Figure 6. The time series plot shows that during the COVID-19

pandemic, starting in March, there is heightened stress as compared to other times during

the Pre-crisis period. In particular, we clearly observe the peak of stress in April even

after controlling for earnings release. After that peak, stress levels decrease and then rise

again during the earnings release week following DFAST results in spite of controlling for this

event. This observation suggests the presence of additional stress resulting from the pandemic

during the DFAST result disclosure month. All together, these observations suggest that

our Stress Index does a reasonable job at capturing financial stress.

[Insert Figure 6 about here]

6 Systemic Risk and Network Centrality

6.1 Discussion of SRISK

A common measure of the relative importance of a firm in the financial system is the “Sys-

temic Risk Contribution, SRISK, first termed by Brownlees and Engle (2017). SRISK

is used to measure how much a financial firm contributes to systemic risk, or the capital

shortfall of a firm conditional on a severe, prolonged market decline. This takes into account
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capital requirements, market capitalization, and book value of debt.10

SRISK = k ∗DEBT − (1− k) ∗ EQUITY (1− LRMES) (3)

where k is the capital requirement of a firm, EQUITY is the market capitalization of the

firm, and DEBT , is the book value of debt, or (book value of assets − book value of equity).

LRMES is defined as:

LRMES = 1− exp(log(1− d) ∗ β (4)

where d is the six-month crisis threshold for the market index decline and its default value

is 40 percent. The more SRISK a firm has, the more it contributes to the systemic risk

of the financial system. When the firm has a capital surplus rather than a capital shortfall,

SRISK has a floor of 0, because it does not contribute to the Systemic Risk of the system.

The use of SRISK as a measure of Systemic Risk serves as a great way for banks to

assess their level of risk. However, SRISK has received criticism as a policy-making tool due

to its reliance on market measures, which make it reactive to current market analysis rather

than underlying systemic risk. Additionally, given that crises are infrequent and large tail

risk, SRISK does not accurately capture the underlying risk (See Danielsson et al. (2016b);

Danielsson et al. (2016a)). However, Nucera et al. (2016) notes that SRISK is actually one

of the more stable risk measures compared to VaR, delta covar, and MES because it is based

on book value rather than price.

6.2 SRISK versus Eigenvector Centrality

In this subsection we compare eigenvector centrality, based on co-occurrences of banks in

news articles, to monthly SRISK data downloaded from the NYU V-Lab website.11 Since

our centrality measure is at a weekly frequency, we compute a monthly average to perform

10A full discussion of the SRISK methodology can be found at https://vlab.stern.nyu.edu/docs/srisk.
11https://vlab.stern.nyu.edu/welcome/srisk
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the comparison, while taking advantage of the higher frequency of the co-occurrence data.12

Figure 7 shows the comparison of SRISK and eigenvector centrality values both in pre-

crisis and crisis periods. Given the difference in scales, we z-score both values to facilitate

the comparison.13 A vertical movement indicates that eigenvector centrality remains similar

in both time periods, while SRISK experience changes (the largest the length of the verti-

cal distance traveled, the more SRISK fluctuates). Similarly, horizontal movements imply

changes in eigenvector centrality while SRISK remains the same. Most of the movements

observed in the figure are vertical and lengthy. This implies that while eigenvector centrality

of the Big 6 and the Trust banks remain similar across each time period, SRISK varies

greatly, particularly among the largest firms.14 Overall, this figure suggests that eigenvector

centrality is more stable, in terms of both magnitude and bank ranking, than SRISK and

provides a better measure of underlying risk during non-stress times.

[Insert Figure 7 about here]

To further explore this observation, we rank the banks on a scale of 1 to 34, according

to their eigenvector centrality and SRISK values.15 Figure 8 further reinforces our prior

observation that the ranking of banks in terms of systemic risk is more stable when using a

measure of eigenvector centrality instead of SRISK.

[Insert Figure 8 about here]

Taken together, we find that our measure of centrality based on co-occurrences of banks

12If a week does not start with the 1st day of the month, we assign this week to the prior month. We
could alternatively use monthly co-occurrence matrices, which would avoid that issue and directly calculate
monthly eigenvector centralities. This is done as a robustness check and our conclusions are similar.

13We do not include IHC banks because the SRISK data from the NYU V-Lab corresponds to the
international BHC risk (i.e., the parent company) rather than the risk of the IHC. For robustness, we run
another iteration of our graph including IHC ’s and the results are largely similar. Results are available upon
request.

14A zoomed-in version of the graph showing small firm movement is available in Figure A.2 of the Ap-
pendix. The overall pattern is consistent with the vertical movements observed for larger firms.

15If multiple firms are tied, we use the minimum rank value. For example, JPMC is actually tied for last
place but appears ranked as 20th/21st.
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in news articles shows a more stable systemic risk ranking than the market-based measure.16

Our analysis is also in line with the aforementioned criticism on SRISK. We find that SRISK

is less stable to rank banks according to their systemic importance, and, because of its basis

on market measures, sometimes fails to capture systemic riskiness during non-stress times.

More specifically, we find that one of the primary pitfalls of SRISK is that major firms

have significantly lower SRISK values during non-stress times. For example, JP Morgan is

rated to have zero (or negative, a capital surplus) systemic risk during many non-crisis times

under SRISK. As the largest U.S. bank, it seems unlikely that JP Morgan could have zero

systemic risk contribution to the financial system even in normal times. While Citigroup

remains the (notably) highest SRISK value throughout the sample, Morgan Stanley, Bank

of America, and especially JP Morgan are some of the lower ranked banks in the sample

before the crisis period, although they provide more stability during the crisis period. Our

findings provide strong evidence in favor of the use of eigenvector centrality to track systemic

risk and to exercise caution when using SRISK for this purpose, particularly during normal

times.

7 Robustness Checks

This section presents a set of robustness checks we conduct to assess the accuracy of our

methodology. In subsection 7.1 we use monthly instead of weekly frequency for our eigen-

vector centrality measure to check whether our results hold. In subsection 7.2 we limit our

news sources to only Reuters, a news source that is typically used in the finance literature,

and check whether the observed patterns in our results change.

16Pre-crisis and crisis values of SRISK and eigenvector centrality by firm are provided in the Appendix
in Table A.1.
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7.1 Monthly vs Weekly Eigenvector Centrality

In our comparison of eigenvector centrality to SRISK measures, we use a monthly average

to perform the analysis. As a robustness check, we derive in this section an alternative

measure by constructing monthly co-occurrence matrices and directly calculating monthly

eigenvector centralities.

First, we look at monthly co-occurrence network graphs for the comparison of January

vs April 2020 earnings week to better understand differences in monthly vs weekly co-

occurrences. This is shown in figure A.3 of the appendix. While the figures based upon

monthly co-occurrence matrices have a higher number of co-occurrences in comparison to

the weekly ones, the overall pattern is preserved. Next, we reproduce the comparison of

eigenvector centrality to SRISK using the monthly co-occurrence matrices. As shown in

figure A.4 the patterns are similar and our key conclusions still hold. Overall, we find our

methodology to be robust to the frequency changes and are comfortable using the weekly

frequency as our main time unit.

7.2 Co-occurrence Using Select Publications: Reuters

Our co-occurrence measure is based upon the top ten financial news sources from the Dow

Jones Factiva Analytics database. As a robustness check, we rerun our analysis using instead

one of the most widely used publications for financial news in the literature: Reuters. The

objective of this exercise is to investigate whether using only one publication is a good proxy

for the general patterns observed and whether it fails to capture some specific patterns or

features of the network.

Both the heatmap and circle graphs in Figures A.5 and A.6 show a less dense network as

a result of using one source, Reuters, instead of Factiva Analytics top 10 sources for financial

news. While key clusters of connections are captured, connectivity across clusters is largely

missing, signifying a more disconnected network than Factiva data implies. In addition,
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there is less variation in the number of co-occurrences. This is in part expected from using

one source, but it also points out at a possible single source bias.

We next look at the SRISK vs eigenvector centrality comparison. Eigenvector centrality

z-score is slightly more pronounced across the two periods, when compared to using broader

Factiva data. However, the overall pattern is largely similar and our main conclusions still

hold. Finally, we revisit the patterns observed for our proposed stress index. We find

similarities in terms of key peaks of stress to what was observed in our main analysis.

One apparent difference is that using Reuters delivers a smoother index; likely due to our

prior observation that Reuters fails to capture a significant set of connections. Overall, this

robustness exercise suggests that using Factiva Analytics has the advantage of providing a

richer mix of sources, thus allowing us to capture a wider range of connections and delivering

more stable eigenvector centrality based systemic risk rankings.17

8 Conclusion

In this paper, we investigate the interconnectedness of DFAST bank holding companies by

analyzing how they are mentioned together in financial news articles in the context of the

COVID-19 induced financial crisis.

As a first step, we build a co-occurrence network matrix among DFAST banks using a

text-to-network approach following Rönnqvist and Sarlin (2015). We study changes in the

network topology prior and during the COVID-19 pandemic. Our NLP method is based on

detecting mentions of bank names in financial news articles, with banks that are mentioned

together (i.e., co-occur) assumed to be linked. We aggregate these instances over time

and develop a network with weighted links that represent the varying strength of bank

interconnectedness. Overall, we discover that bank connections become denser during the

peaks of COVID-19 induced financial stress.

17Additional graphs using only Reuters news are available upon request.
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Using the co-occurrence network matrix, we then build a weekly Stress Index, controlling

for events that would lead by construction to an increase in co-mentions. This index can be

used to track real-time stress in the financial system based on text analysis of the largest

U.S. banks from news articles.

Finally, we propose the use of eigenvector centrality as an alternative to traditional mea-

sures of systemic risk. We show how this centrality measure can be used to rank banks

according to their systemic importance. We use the COVID-19 pandemic shock as an ex-

ogenous period of stress to test and compare our proposed metric to popular systemic risk

measures, such as SRISK. We find that our measure is more robust in terms of systemic

risk rankings both in normal times and during stress periods.

Overall, our proposed alternative approach to measuring systemic risk has several advan-

tages. First, it allows for the analysis of both cross-sectional and time-dimensional elements

of systemic risk. Second, our method allows for frequent and granular updating of both the

network topology, the Stress Index, and the systemic risk measure. These advantages are

important from the policymaker perspective, as our framework enables real-time analysis of

the financial system’s architecture.
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Table 1. List of DFAST Bank Holding Companies (BHC)
We classify DFAST banks into five types: Big 6, which corresponds to the largest four U.S. banks in terms
of asset size (BAC, WFC, Citi, JPMC) plus the two largest trading firms (GS and MS); Trusts, which are
custodian banks with main activity in the trust business; Credit Card, which correspond to banks with credit
card as their primary line of business; Regionals, which are depository institutions larger than community
banks but generally operate below the state level, and IHC, which are U.S. intermediate holding companies
for foreign banks with over $50B in U.S. non-branch/agency assets.

Bank Type Bank Name Symbol
Big 6 Bank of America BofA

Citigroup Citi
Goldman Sachs GS
JPMorgan Chase JPMC
Morgan Stanley MS
Wells Fargo WFC

Trusts BNY Mellon BNY
Northern Trust NTRS
State Street Corp STT

Credit Card American Express Amex
Capital One COF
Discover Financial DFS

Regionals Ally Financial Ally
Fifth Third Bank FITB
Huntington Bank HBAN
KeyCorp KEY
M&T Bank MTB
PNC Group PNC
Regions Financial RF
Truist TFC
US Bancorp USBC

IHC BBVA Compass BBVA
Bank of Montreal BMO
BNP Paribas BNP
Barclays Bank BCS
Credit Suisse CS
Deutsche Bank DB
HSBC Bank HSBC
MUFG Union MUFG
Santander Bank SAN
TD Bank TD
UBS Group UBS
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Table 2. List of news source groups from Factiva Analytics
This table provides a list of Factiva Analytics news source groups. The first column displays the source code,
second column displays source name, and third column provides a set of primary or notable news outlets
from each news source group.

Code Name Notable Examples
TDJW Dow Jones Newswire Dow Jones Institutions News
TMNB Major News and Business Sources CNN, NY Times, Charlotte Observer
TPRW Press Release Wires Business Wires, Nasdaq/Globenewswire
TRTW Reuters Newswires Reuters News
SFWSJ Wall Street Journal Sources The Wall Street Journal
IBNK Banking/Credit Sources American Banker, Financial Times
IFINAL Financial Services Sources The Economist, MarketWatch

Table 3. Top 20 news sources
This table lists the top 20 news sources in our sample of articles with bank co-occurrences and the total
number of articles for each of the sources.

Sources Articles
Dow Jones Institutional News 4892
CQ FD Disclosure 1085
Reuters News 1066
SNL Financial Extra 821
Business Insider 506
Regulatory News Service 497
People in Business 419
Dow Jones Newswires Chinese (English) 411
Theflyonthewall.com 302
Investor’s Business Daily 293
AfU Company Information: Mutual Fund Holdings ... 277
The Wall Street Journal Online 244
Business Wire Regulatory Disclosure 227
Benzinga.com 224
The Wall Street Journal 195
Business Wire 193
Contify Banking News 166
Contify Investment News 161
CE NoticiasFinancieras 141
Investment Weekly News 134
All Top 20 Sources 12254
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Table 4. Number of occurrences by bank across time in news article sample

2019-07 2019-08 2019-09 2019-10 2019-11 2019-12 2020-01 2020-02 2020-03 2020-04 2020-05 2020-06 2020-07 2020-08 2020-09

Ally 52 26 59 75 22 22 46 71 56 84 37 72 57 24 38
Amex 199 145 199 277 210 162 279 118 198 195 140 184 225 168 174
BBVA 51 23 37 34 44 43 39 22 48 43 32 50 54 36 39
BMO 42 42 57 65 59 66 79 60 61 65 48 44 57 43 58
BNP 80 64 118 85 45 21 57 41 41 39 62 57 55 37 52
BNY 532 134 246 551 190 180 574 131 214 594 168 123 935 126 144
BofA 1,047 754 847 1,228 915 889 1,035 614 915 1,188 1,020 872 1,092 683 799
BCS 176 156 249 200 136 146 171 198 218 219 175 159 256 140 249
COF 517 417 139 138 170 174 121 75 132 133 81 114 104 112 76
Citi 487 249 369 470 273 273 625 269 411 503 254 331 485 218 557
CFG 64 24 59 60 56 37 61 42 75 105 44 33 61 34 37
CS 263 159 172 294 300 181 194 289 258 415 465 303 402 295 262
DFS 84 74 72 78 70 48 110 55 40 82 46 47 75 46 43
DB 441 244 312 248 168 152 202 184 287 323 407 364 423 256 446
FITB 119 127 130 100 129 120 128 117 221 187 127 140 125 73 98
GS 1,094 437 499 1,017 481 497 1,178 539 664 1,241 640 653 1,586 496 642
HBAN 103 52 71 112 45 97 96 48 96 105 52 63 92 32 101
HSBC 132 133 91 163 90 150 127 134 124 168 117 154 200 166 211
JPMC 882 499 637 819 478 509 926 562 769 948 670 618 941 487 769
KEY 92 32 88 82 47 46 57 48 70 100 66 49 57 32 28
MS 593 195 234 512 232 248 590 391 384 642 311 412 772 281 458
MTB 149 100 91 118 84 88 99 82 121 126 89 82 101 89 82
MUFG 35 23 27 25 26 23 27 27 35 31 22 28 26 20 23
NTRS 485 49 73 401 69 66 474 63 64 544 48 56 883 41 46
PNC 148 79 99 128 114 113 111 79 121 177 235 175 157 58 96
RBC 51 46 45 46 52 67 56 59 88 37 35 28 42 39 44
RF 86 32 58 69 69 76 70 44 92 89 60 51 81 50 34
STT 104 48 90 88 80 96 175 60 115 100 69 60 77 44 42
TFC 185 97 92 107 171 211 132 95 166 143 108 125 107 73 110
TD 66 78 66 70 79 82 67 96 66 47 61 54 48 87 77
USBC 247 91 145 220 174 131 163 134 216 204 121 170 187 98 77
WFC 760 533 674 728 567 548 791 570 991 1,259 695 763 1,023 525 550
SAN 100 50 64 119 55 78 73 48 70 89 50 44 64 77 53
UBS 310 172 189 314 194 187 280 215 234 342 275 240 314 201 243

% All 8.73 4.81 5.71 8.07 5.26 5.2 8.23 4.98 6.84 9.43 6.1 6 9.97 4.63 6.03
All 9,776 5,384 6,398 9,041 5,894 5,827 9,213 5,580 7,661 10,567 6,830 6,718 11,164 5,187 6,758
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Table 5. Summary statistics of January and April earnings network matrices
January Earnings is 13 - 19, 2020; April Earnings is 13 - 19, 2020. Connections is the number of links and
co-occurrences is the number of co-mentions in articles. Clustering coefficient is calculated as the transitivity
or connectivity of a network and average path length is the mean shortest path between two nodes.

January Earnings April Earnings % Change
Number of Connections

Within Big 6 12 12 0%
Within Non-Big 6 598 698 16.72%
Between Big 6 and Non-Big 6 131 141 7.63 %

Number of Co-occurrences
Within Big 6 3432 3788 10.37%
Within Non-Big 6 1556 1959 25.90%
Between Big 6 and Non-Big 6 1069 1218 26.29 %

Other metrics
Clustering Coefficient 0.69 0.76
Average Path Length 1.50 1.41
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Figures

Figure 1. Time series of bank co-occurrences, by bank type
Each axis represents the mean weekly number of co-occurrences of each bank, separated by bank type, from

July 2019 - September 2020. The Big 6 banks and Trusts are plotted on the secondary axis. Rolling mean

of co-occurrences calculated over a 4-week period. Big 6, which corresponds to the largest four U.S. banks

in terms of asset size (BAC, WFC, Citi, JPMC) plus the two largest trading firms (GS and MS); Trusts are

custodian banks with main activity in the trust business (BNY, NTRS, and STT); Credit Card corresponds

to banks with credit card as their primary line of business (COF and DFS); Regionals are depository

institutions larger than community banks but generally operate below the state level, and IHC are U.S.

intermediate holding companies for foreign banks with over $50B in U.S. non-branch/agency assets.

39



Panel A. January 2020 Earnings Panel B. April 2020 Earnings

Figure 2. Heatmaps: Pre-crisis vs crisis periods
Number of co-occurrences between two banks is represented by the darkness of the corresponding square.

More (less) co-occurrences corresponds to darker (lighter) squares. Banks are sorted by bank-type and asset

size. January (pre-crisis) Earnings Release is January 13 - 19, 2020; April (crisis) Earnings Release is April

13 - 19, 2020.
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Panel A. January 2020 Earnings Panel B. April 2020 Earnings

Figure 3. Circle Graphs: Pre-crisis vs crisis periods
Lines represent the number of oc-occurrences and are wider (darker) for higher values. Node size represents

eigenvector centrality, so banks that have higher centrality (or importance) have larger nodes. Banks are

on a fixed circle layout and are sorted by bank-type and asset size. January (pre-crisis) Earnings Release is

January 13 - 19, 2020; April (crisis) Earnings Release is April 13 - 19, 2020.

Panel A. January 2020 Earnings Panel B. April 2020 Earnings

Figure 4. Fruchterman-Reingold Graphs: Pre-crisis vs crisis periods
Lines represent the number of oc-occurrences and are wider (darker) for higher values. Node size represents

eigenvector centrality, so banks that have higher centrality (or importance) have larger nodes. Layout is

a force-directed Fruchterman-Reingold layout which repels (attracts) dissimilar (similar) nodes. January

(pre-crisis) Earnings Release is January 13 - 19, 2020; April (crisis) Earnings Release is April 13 - 19, 2020.
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Panel A. October 2019 Earnings Panel B. January 2020 Earnings

Panel C. April 2020 Earnings Panel D. July 2020 Earnings

Figure 5. Cluster analysis across earning release periods
Cluster graphs are in a force-directed layout, repelling (attracting) dissimilar (similar nodes). Nodes are

colored based on which cluster they belong to according to the optimal community structure of the graph

by maximizing the modularity measure over all possible partitions. Red lines represent between-cluster links

and black lines represent within-cluster links. The October 2019 Earnings week is October 14 - October 20,

2019; the January 2020 Earnings week is January 13 - 19, 2020; the April 2020 Earnings week is April 13 -

April 19, 2020; the July 2020 Earnings week is July 13 - July 19, 2020.
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Figure 6. Seasonally adjusted stress index
Stress index is calculated by the number of co-occurrences in a given week. “Abnormal” stress is calculated

by seasonally adjusting cyclical events such as Earnings Releases and DFAST stress test result releases and

smoothed over a 4-week period. We seasonally adjust for this by accounting for earnings release months and

the DFAST results. Index is standardized between 0 and 1.
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Figure 7. SRISK versus eigenvector centrality z-scores: Pre-crisis versus crisis peak
“Pre-crisis” period is January 2020 (pink circles), “crisis peak” period is April 2020 (blue triangles), with

arrows showing the movement from “pre-crisis” to “crisis peak”. Both eigenvector centrality (x) and SRISK

(y) are z-scored for each period compared to their respective standard deviations and means to standardize.

Banks with a z-scored eigenvector centrality over .5 are labelled. Small bank z-score movement is shown in

the Appendix.
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Figure 8. Ranking of Big 6 Banks: SRISK versus eigenvector centrality
All banks are ranked 1-34 (y axis) in terms of highest value of Eigenvector centrality (left) and SRISK (right),

where the y-axis represents the bank ranking. A tie in value between banks in a given measure is given the

lowest value/highest rank and plotted by week over a 1-year period from October 2019 - September 2020.
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Panel A. January 2020

Panel B. April 2020

Figure A.1. Circle Graphs: Pre-crisis vs crisis periods
Lines represent the number of oc-occurrences and are wider (darker) for higher values. Lines are wider dependent on the number of co-occurrences.

Node size represents eigenvector centrality, so banks that have higher centrality (or importance) have larger nodes. Banks are on a fixed circle

layout and are sorted by bank-type and asset size. The January 2020 Earnings Month is (left to right) January 6 - 12, 2020; January 13 - 19, 2020;

January 20 - 26, 2020; January 27 - February 2, 2020; the April 2020 Earnings Month is (left to right) April 6 - 12, 2020; April 13 - 19, 2020; April

20 - 26, 2020; April 27 - May 2, 2020.

46



Table A.1. Values of SRISK and eigenvector centrality: Pre-crisis versus crisis peak

Pre-crisis Crisis peak
Bank SRISK Eigenvector centrality SRISK Eigenvector centrality
Ally 1.68 0.00 1.01 0.01
Amex 0.00 0.01 0.00 0.02
BNY 0.63 0.05 1.53 0.03
BofA 3.25 0.08 9.27 0.11
CFG 0.89 0.01 0.75 0.01
Citi 15.21 0.08 11.85 0.07
COF 0.90 0.01 1.56 0.01
DFS 0.00 0.00 0.29 0.01
FITB 0.12 0.01 0.77 0.01
GS 7.56 0.11 4.83 0.11
HBAN 0.00 0.01 0.41 0.01
JPMC 0.28 0.11 9.03 0.12
KEY 0.00 0.00 0.55 0.01
MS 6.79 0.08 3.87 0.08
MTB 0.00 0.01 0.16 0.01
NTRS 0.00 0.04 0.30 0.02
PNC 0.00 0.02 0.89 0.03
RF 0.09 0.01 0.52 0.01
STT 0.98 0.01 1.43 0.01
TFC 0.00 0.01 1.30 0.02
USBC 0.00 0.01 0.00 0.02
WFC 2.44 0.08 9.14 0.10
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Figure A.2. SRISK versus eigenvector centrality z-scores: Pre-crisis versus crisis peak
“Pre-crisis” period is January 2020 (pink circles), “crisis peak” period is April 2020 (blue triangles), with

arrows showing the movement from “pre-crisis” to “crisis peak”. Both eigenvector centrality (x) and SRISK

(y) are z-scored for each period compared to their respective standard deviations and means to standardize.

Banks with a z-scored eigenvector centrality over .5 are labelled. Small bank z-score movement is shown in

the Appendix.
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Panel A. January 2020 Earnings Panel B. April 2020 Earnings

Figure A.3. Circle graphs (monthly co-occurrence matrices): Pre-crisis vs crisis periods
These graphs are constructed via monthly instead of weekly co-occurrence matrices as part of a robustness

check. Lines represent the number of oc-occurrences and are wider (darker) for higher values. Node size

represents eigenvector centrality, so banks that have higher centrality (or importance) have larger nodes.

Banks are on a fixed circle layout and are sorted by bank-type and asset size. January (pre-crisis) Earnings

Release is January 13 - 19, 2020; April (crisis) Earnings Release is April 13 - 19, 2020.
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Figure A.4. SRISK versus eigenvector centrality z-scores (monthly co-occurrence matrices):
Pre-crisis versus crisis peak
These graphs are constructed via monthly instead of weekly co-occurrence matrices as part of a robustness

check. “Pre-crisis” period is January 2020 (pink circles), “crisis peak” period is April 2020 (blue triangles),

with arrows showing the movement from “pre-crisis” to “crisis peak”. Both eigenvector centrality (x) and

SRISK (y) are z-scored for each period compared to their respective standard deviations and means to

standardize. Banks with a z-scored eigenvector centrality over .5 are labelled. Small bank z-score movement

is shown in the Appendix.
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Panel A. January 2020 Earnings Panel B. April 2020 Earnings

Figure A.5. Heatmaps (Reuters news): Pre-crisis vs crisis periods
Number of co-occurrences between two banks is represented by the darkness of the corresponding square.

More (less) co-occurrences corresponds to darker (lighter) squares. Banks are sorted by bank-type and asset

size. January (pre-crisis) Earnings Release is January 13 - 19, 2020; April (crisis) Earnings Release is April

13 - 19, 2020.

Panel A. January 2020 Earnings Panel B. April 2020 Earnings

Figure A.6. Circle Graphs (Reuters news): Pre-crisis vs crisis periods
Lines represent the number of oc-occurrences and are wider (darker) for higher values. Node size represents

eigenvector centrality, so banks that have higher centrality (or importance) have larger nodes. Banks are

on a fixed circle layout and are sorted by bank-type and asset size. January (pre-crisis) Earnings Release is

January 13 - 19, 2020; April (crisis) Earnings Release is April 13 - 19, 2020.
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